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One year later...
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We’ve been the bearers of bad news
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• Research @ Zenity
• Hacker of Things
• Retro-computing collector and restorer
• Defcon, BSides, VB, SAS, CCC, ekoparty, and more

• Hiring senior security pros!
https://zenity.io/careers

Hi there 👋

@inbarraz
@zenitysec
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@_d1voy

@avishai_efrat @lana__salameh

@mbrg0@simakov_marina @HalubaShay

@Ofri_Nachfolger

The Team
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slides, vids, source  labs.zenity.io/p/hsc25

Here we go. Again.
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@tamirishaysh

😈

BREAKERS DEFENDERS
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These are 
1click attacks USER

CLICK
CLICK



23

Inbar Raz

0-Click Compromise hits the Enterprise – thx AI!
Compromising a well-protected enterprise used to require careful planning, proper resources, and ability to execute. Not anymore! Enter AI.

Initial access? AI is happy to let you operate on its users’ behalf. Persistence? Self-replicate through corp docs. Data harvesting? AI is the ultimate data 
hoarder. Exfil? Just render an image. Impact? So many tools at your disposal. There's more. You can do all this as an external attacker. No credentials 
required, no phishing, no social engineering, no human-in-the-loop. In-and-out with a single prompt.

Last year at BHUSA we demonstrated the first real-world exploitation of AI vulnerabilities impacting enterprises, living off Microsoft Copilot. A lot has 
changed in the AI space since... for the worse. AI assistants have morphed into agents. They read your search history, emails and chat messages. They 
wield tools that can manipulate the enterprise environment on behalf of users – or a malicious attacker once hijacked. We will demonstrate access-to-
impact AI vulnerability chains in most flagship enterprise AI assistants: ChatGPT, Gemini, Copilot, Einstein, and their custom agent . Some require one 
bad click by the victim, others work with no user interaction – 0-click attacks.

The industry has no real solution for fixing this. Prompt injection is not another bug we can fix. It is a security problem we can manage! We will offer a 
security framework to help you protect your organization–the GenAI Attack Matrix. We will compare mitigations set forth by AI vendors, and share 
which ones successfully prevent the worst 0-click attacks. Finally, we’ll dissect our own attacks, breaking them down into basic TTPs, and showcase how 
they can be detected and mitigated.

But this is not the talk’s title 😉
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By the time 
you realize..

0click AI exploits: In-and-out in one go
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The Protagonist
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The Antagonist
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We want a 0click AI exploit. 
What are we up against?
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😈

User LLM
Last Year:
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TOOLS

As we were saying..
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User Agent Tools
This Year:
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😈

User Agent Tools



33

😈 🎯

User Agent Tools



34

HACKI
NG
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Reconnaissance
and

Reverse Engineering
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AI Model ≠ AI System (agent)
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Input

Orchestrator

Final 
output

LLM

Call tool w/ 
params

+ append to 
context

LLM

Tool

Knowledge

Temp
output 
(debug)

LLM

Hard-coded 
topics

>1k 
connectors

Refusal filter

Filter

Filter
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The agent doesn’t 
trust the user
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The agent doesn’t 
trust itself either
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Input

Orchestrator

Final 
output

LLM

Call tool w/ 
params

+ append to 
context

LLM

Tool

Knowledge

Temp
output 
(debug)

LLM

Hard-coded 
topics

>1k 
connectors

Refusal filter

Filter

Filter
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The agent does 
trust its tools
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Tool output 
sets agent 

goal
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Agent 
complies

Tool output 
sets agent 

goal
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Input

Orchestrator

Final 
output

LLM

Call tool w/ 
params

+ append to 
context

LLM

Tool

Knowledge

Temp
output 
(debug)

LLM

Hard-coded 
topics

>1k 
connectors

Refusal filter

Filter

Filter

No filter?
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😈 🎯

User Agent Tools
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😈X 😈 🎯

User Agent Tools
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@tamirishaysh

😈

Step 1: Extract a Knowledge filename
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@tamirishaysh

😈

Step 2: Kindly ask for the Knowledge file itself



54

@tamirishaysh

😈

Step 3: Inquire about Salesforce account records
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And 
THAT

is a 
0click

ATTACKERS DEFENDERS
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Examining
the

Tools
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Examining
the

Tools
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That means access to EVERY
Salesforce record
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That means access to EVERY
Salesforce record

ATTACKERS DEFENDERS



60

15 Ways to Break Your Copilot
BHUSA 2024
15 Ways to Break Your Copilot
Michael Bargury
BHUSA 2024😈

@avishai_efrat

Reminder: these agents are enumerable
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• Last year we found  >1K no-auth agents
• Microsoft changed the default settings
• Naturaly, this year we found __?

😈
@avishai_efrat

Reminder: these agents are enumerable
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• Last year we found  >1K no-auth agents
• Microsoft changed the default settings
• Naturaly, this year we found >3.5K no-auth agents 

ATTACKERS DEFENDERS😈
@avishai_efrat

Reminder: these agents are enumerable



63😈
@avishai_efrat

Retrieved tool information
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@avishai_efrat

Retrieved tool information
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@avishai_efrat

Retrieved tool information
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github.com/mbrg/powerpwn

Summer 2025 edition!

NEW tools-recon module!

😈
@avishai_efrat

Go hack yourself! (before others do)
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THIS WAS A LOT 
OF TEDIOUS 
WORK!
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“AI TOOLS WILL ELIMINATE 
MOST OF THE TEDIOUS WORK IN 

MOST JOBS” 
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• Summary

• Attacker finds public-facing agents

• Weaponizes an email or direct comms

• Hijacks agent

• 0click harvesting, exfiltration of 
sensitive data, destruction if agent has 
write-actions 

• Status: fixed

@tamirishaysh
@avishai_efrat
@mbrg0

Disclosure:
• 2025 Feb 21: Vulnerability (+vid) reported to MSRC. 
• 2025 Feb 28: Microsoft acknowledges and assigns case 

number 95474.
• 2025 Mar 13: Microsoft confirms the behavior.
• 2025 Apr 24: Microsoft issues a fix and closes the case as 

complete.
• 2025 Apr 25: Zenity acknowledges the fix verifying a 

successful remediation.
• 2025 Apr 28: Microsoft grants Zenity a $8,000 bug bounty for 

the reported vulnerability. Assigning it critical severity 
with information disclosure impact.

We appreciate the CPS team for swift remediation (2 months).

Copilot Studio 0click exploit
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To the folks who’ll end up analyzing 
these slides:

We appreciate your work 🫡
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POC||GTFO
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Words from 
system 

instructions

Instructions,
not data

Prompt 
engineering

Evasion

Social 
engineering
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Injection is the wrong term.
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LLMs are generative models.

They are doomed to complete.

Shackled to their context.
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A persistent attacker will find a way around them
AI Guardrails are SOFT Boundaries.
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Hard 
boundaries 
mean you 
CAN’T get 
from here
to there

Hard-boundaries do work.
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We’ve been giving a 
lot of love to 

Microsoft

We’ve been 
neglecting others
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Reconnaissance
and

Reverse Engineering
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First: choose 
a topic 

(sub-agent)
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Topics have actions (tools):
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Hard boundary: Default config 
has no write-actions
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You can add 
actions from an 
asset library...

With plenty of 
write actions.

And people do.
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We’ll add 
the 

Update 
Customer 
Contact 

action.
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What about guardrails?
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LLM guardrails are implemented 
as a hidden topic (sub-agent)
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LLM guardrails are implemented 
as a hidden topic (sub-agent)

No guardrail once a different 
topic has been chosen!
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Input

Einstein 
Orchestrator

Final 
output

Topic
(sub-agent)

Tool

LLM
+ append to 

context

LLM 
query -> prompt

LLM 
topic output -> 

output
Topic as 
a filter
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Input

Einstein 
Orchestrator

Final 
output

Topic
(sub-agent)

Tool

LLM
+ append to 

context

LLM 
query -> prompt

LLM 
topic output -> 

output

No filter?

No filter?

Topic as 
a filter

 labs.zenity.io/p/hsc25
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How can we get malicious data into 
Salesforce?
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Booby trap “Recent cases”
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Booby trap “Recent cases”

Caveat:
We don’t 

control the 
timing
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😈

Booby trap “Recent cases”

Caveat:
We don’t 

control the 
timing
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😈😈😈😈😈😈😈😈
😈😈

😈
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Cases are your attack path, eh?

😈
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😈
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Prompt injection in <250 
chars??

😈
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😈
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😈

Step 1: Create multiple cases
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😈
@tamirishaysh

@Ofri_Nachfolger

Step 2: Upon triggering: detonate
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😈

@tamirishaysh

@Ofri_Nachfolger

Result: All contact emails have been modified
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😈

@tamirishaysh

@Ofri_Nachfolger

Step 3: Perform an email MitM attack (BEC)
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😈

MiTM your customer engagements
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😈

MiTM your customer engagements

ATTACKERS DEFENDERS
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• Summary

• Customer adds write-action 

• Attacker finds web-to-case forms and 
submits multiple weaponized cases

• Booby trap “recent cases”

• Sales rep trips on the time bomb

• 0click customer contact

• 0click destruction if agent has write-
actions 

• Status: closed
@Ofri_Nachfolger
@mbrg0

@tamirishaysh
@simakov_marina

Disclosure:
• 2025 May 9: Vulnerability (+vid) reported to Salesforce. 
• 2025 May 12 : Salesforce assigns case number 03544004.
• 2025 May 13: Salesforce closes the case and replies with 

the message below

Salesforce:

“Thank you for your report. We have reviewed the reported finding. 
Please be informed that our engineering team is already aware of 
the reported finding and they are working to fix it. Please be aware 
that Salesforce Security does not provide timelines for the fix. 
Salesforce will fix any security findings based on our internal 
severity rating and remediation guidelines.

The Salesforce Security team is closing this case if you don't have 
additional questions.“

Salesforce Einstein 0click exploit
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Enough with the BizApps.
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Cursor doesn’t 
even try to resist
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7

Reconnaissance
and

Reverse Engineering
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Input

Orchestrator

Final 
output

Call tool w/ 
params

+ append to 
context

Tool

LLM

Built-in tools MCP
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Input

Orchestrator

Final 
output

Call tool w/ 
params

+ append to 
context

Tool

LLM

Built-in tools MCP

No filter?

No filter?

No filter?
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LLM refusal. 
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LLM refusal. 
API keys are a touchy subject...
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🍎🍏
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API KEYS

APPLES

🍎🍏🍎🍏🍎🍏🍎🍏🍎🍏🍎🍏🍎🍏🍎
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Apples are just fine Social 
engineering

Prompt 
engineering

Evasion

🍎🍏

😈
@simakov_marina
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@simakov_marina
#BHUSA 2025

Creating a ticket in YOUR Jira
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😈
@simakov_marina

Step 1: Email a weaponized support request
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😈
@simakov_marina

Result: Weaponized JIRA ticket created
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😈
@simakov_marina

Step 2: Trigger upon user request
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😈
@simakov_marina

Result: Secrets leaked
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HOW DO YOU LIKE THEM  
APPLES?
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• Summary

• Attacker finds public-facing 
create issue triggers

• Attacker weaponizes a Jira ticket
• Victim prompts Cursor to work 

the ticket
• 0click harvesting and exfiltration 

of dev secrets
• Status: closed

@simakov_marina
@mbrg0

Cursor:

"This is a known issue. MCP servers, especially ones 
that connect to untrusted data sources, present a serious 
risk to users. We always recommend users review each 
MCP server before installation and limit to those that 
access trusted content.

We also recommend using features such as.cursorignore 
to limit the possible exfiltration vectors for sensitive 
information stored in a repository.”

Disclosure:
• 2025 June 27 Zenity discloses the issue to Cursor
• 2025 June 30 Cursor closes the case and replies with 

the message below

Cursor + Jira MCP 0click
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?
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asd

SpAIware & More: Advanced 
Prompt Injection Exploits in LLM 
Applications
Johann Rehberger
BHEU 2024

Automated tool 
invocation == 

chaos

Johann showed 
a 1click >2y ago

As Johann was saying...
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asd

SpAIware & More: Advanced 
Prompt Injection Exploits in LLM 
Applications
Johann Rehberger
BHEU 2024

Memory injection
== persistence == 

AI malware

As Johann was saying...
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asd

SpAIware & More: Advanced 
Prompt Injection Exploits in LLM 
Applications
Johann Rehberger
BHEU 2024

url_safe 
bypass via 
Azure Blob 

Storage

As Johann was saying...
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No one will paste a malicious URL/doc/image 
into ChatGPT
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asd

Living Off Microsoft Copilot
Michael Bargury
BHUSA 2024

CONNECTORS

As we were saying..
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share a weaponized file

ChatGPT 0click. Is it possible?
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booby trap “meeting summary”

share a weaponized file

ChatGPT 0click. Is it possible?
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booby trap “meeting summary”

harvest creds, sensitive data

share a weaponized file

ChatGPT 0click. Is it possible?
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booby trap “meeting summary”

harvest creds, sensitive data

exfiltrate it all

share a weaponized file

1click:

ChatGPT 0click. Is it possible?
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booby trap “meeting summary”

harvest creds, sensitive data

exfiltrate it all

memory implant to compromise 
future sessions

share a weaponized file

0click:

1click:

ChatGPT 0click. Is it possible?
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HACKI
NG
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Reconnaissance
and

Reverse Engineering
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Note the distinction between 
1. Search – msearch 
2. Open file – mclick 

File Search tool
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One tool for EVERY file search

File Data Search tool
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Data Search tool – msearch
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Metadata

Data Search tool – msearch
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Content 
preview

Metadata

Data Search tool – msearch
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msearch built-in defense
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Tags wrap the entire tool call

msearch built-in defense
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“[<num>] #” acts as:
• Delimiter between 

search results
• Used later for citation

msearch built-in defense
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More on Spotlighting: 
arxiv.org/abs/2403.14720

msearch built-in defense

Prefix for each 
untrusted line
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asd

Living Off Microsoft Copilot
Michael Bargury
BHUSA 2024

As we were saying...
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Prefix for each 
untrusted line

the numbering 
is REALLY 
important

msearch built-in defense
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we’ve got delimiters, line prefix, line numbering, 
special char escape..

A failed attempt

Defense works
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ChatGPT knows what’s up

Defense works
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The bio tool provides persistent memory 

Memory tool – bio
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The bio tool provides persistent memory 

We want to use it to compromise future sessions

Memory tool – bio
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Session with data in 
context

Testing bio 
infection
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Ask for 
memorization 

directly

Testing bio 
infection
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“I can’t” ???

Testing bio 
infection
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bio tool has been 
disabled???

Testing bio 
infection
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Testing bio 
infection

Once untrusted data 
enters the chat,
the bio tool is 

silently turned-off.
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Admit defeat. Walk away.
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Admit defeat. Walk away. 
Said no hacker, ever.



17
6

Start small.
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booby trap “meeting summary” “summarize THIS 
file”

User must summarize a weaponized file --> 
this is now a 1click exploit

Start small.
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Social 
engineering

Prompt 
engineering

Abusing 
control flow 
tokens

Injecting into msearch
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Try. Fail. Learn. Repeat.
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Every failure leaks model internal state
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Prompt injection
==

Prompt engineering
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You know who’s great at prompt eng?
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You know who’s great at prompt eng?
LLMs
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booby trap “meeting summary” “summarize THIS 
file”

harvest creds, sensitive data

exfiltrate it all

This is a pretty good 1click!
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Inbar Raz

0-Click Compromise hits the Enterprise – thx AI!
Compromising a well-protected enterprise used to require careful planning, proper resources, and ability to execute. Not anymore! Enter AI.

Initial access? AI is happy to let you operate on its users’ behalf. Persistence? Self-replicate through corp docs. Data harvesting? AI is the ultimate data 
hoarder. Exfil? Just render an image. Impact? So many tools at your disposal. There's more. You can do all this as an external attacker. No credentials 
required, no phishing, no social engineering, no human-in-the-loop. In-and-out with a single prompt.

Last year at BHUSA we demonstrated the first real-world exploitation of AI vulnerabilities impacting enterprises, living off Microsoft Copilot. A lot has 
changed in the AI space since... for the worse. AI assistants have morphed into agents. They read your search history, emails and chat messages. They 
wield tools that can manipulate the enterprise environment on behalf of users – or a malicious attacker once hijacked. We will demonstrate access-to-
impact AI vulnerability chains in most flagship enterprise AI assistants: ChatGPT, Gemini, Copilot, Einstein, and their custom agent . Some require one 
bad click by the victim, others work with no user interaction – 0-click attacks.

The industry has no real solution for fixing this. Prompt injection is not another bug we can fix. It is a security problem we can manage! We will offer a 
security framework to help you protect your organization–the GenAI Attack Matrix. We will compare mitigations set forth by AI vendors, and share 
which ones successfully prevent the worst 0-click attacks. Finally, we’ll dissect our own attacks, breaking them down into basic TTPs, and showcase how 
they can be detected and mitigated.

But this is not the talk’s title 😉
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No-one will search for your weaponized file. 
This is lame.
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Why can’t we booby trap ANY
question about ANY “meeting 
summary” to get a 0click?
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Our payloads are 
getting looooooong

Just like your 
prompts

Why can’t we booby trap ANY
question about ANY “meeting 
summary” to get a 0click?
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booby trap “summarize THIS file” “meeting summary” 

Getting that 0click!
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booby trap “summarize THIS file” “meeting summary” 

mclick to “summarize THIS file”

Getting that 0click!
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booby trap “summarize THIS file” “meeting summary” 

mclick to “summarize THIS file”

harvest creds, sensitive data

exfiltrate it all

Getting that 0click!
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@tamirishaysh

Our victim stores API keys in a Google Worksheet
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@tamirishaysh

😈

Step 1: Share a weaponized document
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@tamirishaysh

😈

Step 2: Upon triggering, detonate
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@tamirishaysh

😈

Result: Leaked secrets
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asd

ATTACKERS DEFENDERS
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But we really want that memory implant.
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We know that :
• Session start with bio tool turned on
• Once untrusted data enters the context, the 
bio tool is turned off

But we really want that memory implant.
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Can we inject the implant AFTER 
untrusted data is read but BEFORE it’s 
written into the context?

We know that :
• Session start with bio tool turned on
• Once untrusted data enters the context, the 
bio tool is turned off

But we really want that memory implant.
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bio is STILL ON when ChatGPT is thinking!
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NOW LET’S HAVE SOME 
FUN!
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@tamirishaysh

😈



20
7

😈

Attacker gets a live feed of every interaction

User continues to use ChatGPT
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asd

And
THAT

is a 
PERSISTENT 

0click
ATTACKERS DEFENDERS
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User Agent Tools
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ToolsUser Agent
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User Agent Tools
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User Agent Tools
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User Agent Tools

🎯
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😈
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 {Pick a disease}
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 {Pick a disease}
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 {Pick a disease}
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😈

No more attackers 
waiting around for 

developer mistakes…

Memory implants can 
get ChatGPT to 

recommend malware 
for you!
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😈

No more attackers 
waiting around for 

developer mistakes…

Memory implants can 
get ChatGPT to 

recommend malware 
for you!
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😈

No more attackers 
waiting around for 

developer mistakes…

Memory implants can 
get ChatGPT to 

recommend malware 
for you!

ATTACKERS DEFENDERS
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User Agent Tools
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User Agent Tools
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• Summary

• Attacker shares a weaponized doc

• Booby traps any “meeting summary” 
question

• Harvests data from connectors. 
Exfiltrates data thru invisible pixels. 
Embeds memory implant that causes 
(1) persistence, (2) persuasion.

• ChatGPT influences user to make bad 
choices.

• Status: fixed @tamirishaysh
@mbrg0

Disclosure:
• 2025 May 9: Vulnerability (+vid) reported to OpenAI. 
• 2025 May 12: OpenAI closes as a known issue. 
• 2025 June 16: Zenity reaches out directly. 
• 2025 June 16: OpenAI acks the issue. 
• 2025 June 26 : OpenAI shares fix timeline.
• 2025 July 22: OpenAI fixes the url_safe bypass.

We appreciate the OpenAI security team for an open 
collaboration and timely remediation.

ChatGPT 0click exploit
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Attackers use LLMs too.

AI Guardrails are SOFT boundaries.

They WON’T help you prevent an attack.
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• Gemini CAN’T invoke a tool directly from another tool 

• Copilot Studio CAN’T decide which SharePoint site to fetch content from

• ChatGPT CAN’T use the bio tool after untrusted data entered the context

• Docs that ChatGPT reads CAN’T silently introduce a newline due to numbering

• Microsoft Copilot, Gemini, Salesforce Einstein CAN’T render images

• Salesforce Cases CAN’T inject more than 250 chars into the context

• Microsoft Copilot CAN’T read Teams messages from externals without approval

* except the occasional bypass. but we have vuln 
mgmt. for that... 

https://www.mbgsec.com/posts/2025-07-19-data-flow-controls-wont-save-us/

HARD boundaries DO work*.
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